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ABSTRACT
Graph coloring and linear scan are two appealing techniques
for register allocation as the underlying formalism are ex-
tremely clean and simple. This paper advocates a decoupled
approach that first lowers the register pressure by spilling
variables, and then performs live ranges splitting/coalescing
/coloring in a separate phase; this enables the design of sim-
pler, cleaner, and more efficient register allocators.

This paper gives a new and more general approach to
deal with register constraints. This approach called repair-
ing does not require pre live range splitting and does not in-
troduce additional spill code. It ignores register constraints
during coloring/coalescing, and repairs violated constraints
afterwards.

We applied this method to both graph based and scan
based allocators into a decoupled approach. Here, the It-
erated Register Coalescer (IRC) and a scan algorithm that
uses Static Single Assignment (SSA) properties, the trees-
can. Moreover, this paper provides a survey on existing and
new techniques of bias coloring during scan approaches.

Our experimental evaluation shows for the graph based
approach, that we reduced the number of vertices (edges) in
the interference graph by 26% (33%) without compromising
the quality of the generated code. The treescan algorithm
improved the compile time of the allocation process by 6.97x
over IRC while providing comparable results for the quality
of the generated code.

Categories and Subject Descriptors
D.3.4 [Programming Languages]: Processors—Code gen-
eration, Compilers, Optimization
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1. INTRODUCTION
Register allocation assigns processor registers to variables

in a program that can be held in registers. Besides assign-
ing registers, register allocation also performs several others
tasks. First, spilling splits live ranges of variables around
program points where more variables are live than registers
are available (we also say the register pressure is excessive).
Second, coalescing tries to eliminate copy instructions that
are left over from earlier compilation phases by assigning the
source and the target of the copy the same register.

An important detail of the register assignment process is
register constraints imposed by the instruction set architec-
ture or the application binary interface (ABI). Certain vari-
ables must be in certain registers at certain program points.
For example, the first integer argument of a function call on
the ARM Linux ABI must be passed in register R0. Simi-
larly, certain instruction sets require that the source or des-
tination operands of certain instructions reside in specific
registers (e.g., division in IA32).

These constraints are local to instructions and are usu-
ally handled by the allocator using copy instructions, i.e.,
by prematurely splitting live ranges prior to assignment via
parallel copy operations. This places additional pressure on
the coalescer to eliminate as many of these extra copies as
possible. Moreover, coalescing is the most costly task of reg-
ister allocation [11, 20] and is NP-complete (within the size
of the program) [6, 21]. Thus, one may want to avoid the
size expansion implied by these live ranges splitting.

This paper proposes a new technique called repairing that
deals with these kind of register constraints and does not re-
quire pre live ranges splitting. We emphasize that repairing
is useful when certain variables must be assigned to a sub-
set of registers, possibly a singleton, [23, 1, 20, 35]. Repair-
ing ignores register constraints during allocation and repairs
constraints that have been violated afterwards. Repairing
is compatible with the elegant formalisms that have made
graph coloring, linear scan, and Static Single Assignment
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(SSA)-based decouple register allocation techniques appeal-
ing in the first place. Moreover, it saves the overhead of pre-
mature live range splitting; and lastly, repairing can be inte-
grated into the iterated register coalescer (IRC) [20] graph-
coloring register allocator through the introduction of nega-
tive affinities without substantially changing its architecture
or implementation.

We also present how repairing can be applied to the recent
treescan allocators in SSA-based register allocation. Those
allocators use a decoupled approach [1]: Several theorems
that relate SSA to liveness and interference [5, 13, 22] guar-
antee that the register pressure of the program equals its
register demand. Thus, in SSA-based register allocation,
one uses a spiller that decreases the register pressure to the
number of available registers K. Then, a simple scan-like
allocator that works on the dominance tree produces a reg-
ister assignment in linear time without introducing further
spilling [7, 10].

Repairing does not address register bank irregularities,
such as aliasing [32] or register pairing; one method to han-
dle these kind of constraints in the context of a decoupled
register allocator is to split every variable at every point
where it is live [28]; however, handling aliasing constraints
without excessive splitting remains an open problem, which
we do not attempt to address here. Repairing is concerned
with constraints that are local to individual instructions and
can be handled using copy instructions.

In summary, we make the following contributions:

• In Section 2, we present an extension to IRC. We
use negative affinities to inform the allocator that con-
strained live ranges should avoid certain registers. Un-
like classical coalescing, negative affinities signal a reg-
ister dislike, rather than a preference as expressed by
positive affinities. Using negative affinities, hints for
register constraints can be modeled without signifi-
cantly blowing up the size of the interference graph.
We show how negative affinities can be modeled by
interferences and positive affinities and can thus be in-
corporated into existing allocators without changing
the allocator itself.

• In Sections 3 and 4, we show how repairing can be used
in tree scan allocators. We show how the copies intro-
duced by repairing can be avoided without spending
the large compile-time penalty of coalescing. To this
end, we present by several heuristics to bias the color
choice in the coloring algorithm.

• In Section 5, we present the related work.

• In Section 6 we present an extensive experimental eval-
uation that shows the effectiveness of our techniques on
the integer part of the Spec CINT2000 benchmark suite.
Our graph-coloring allocator using repairing produces
interference graphs that have 26% less nodes (33% less
edges) compared to IRC with live-range splitting with-
out increasing the run time of the compiled program.
Our base line tree scan algorithm produces code of
the same quality as our IRC implementation at a allo-
cation time speedup of 6.97x. Activating our biasing
techniques, we meet the run time performance of IRC

while the allocation time speedup compared to IRC is
still 3.15x.

Finally, Section 7 concludes the paper.

2. GRAPH COLORING WITH REPAIRING
Many compilers use an interference graph to guide regis-

ter allocation; to conserve space, we assume that the reader
is familiar with interference graphs and their related con-
cepts such as liveness and affinities between move-related
variables. In principle, any graph coloring register alloca-
tor can be modified to handle register constraints through
the introduction of pre-colored vertices [20]. Any variable
u that is preassigned to register R is merged with R’s pre-
colored vertex. Unfortunately, preemptively merging ver-
tices can cause additional spilling. To limit the lifetime of
constrained variables and the variables that interfere with
them, the allocator splits, prior to coloring, live ranges with
parallel copies before each constrained instruction [24, 21],
as illustrated in Figure 1 in SSA context; in general, this can
reduce the amount of additional spilling, and in the case of
a decoupled SSA-based register allocator, it can ensure that
the coalescer performs no additional spilling.

a, c = . . .

· · · = a, c

(a) Initial code (b) Code with live range splitting

· · · = c↑{R1}, a

a, c = . . .

a1 = φ(a, a′)

· · · = a1, c1

c1 = φ(c,R1)

(R1, a
′) = (c, a)

· · · = R1, a
′

Figure 1: Effects of live range splitting. (R1, a
′) =

(c, a) stands for a parallel copy where R1 = c and

a′ = a are done in parallel. c↑{R1} indicates that c has
to be in the related subset of registers, here {R1}.

2.1 Model and restrictions
Register constraints have different variants. Commonly

several registers are charged with a special meaning through-
out the program such as the stack or frame pointer. Hence,
they are usually not subject to register allocation and ex-
cluded from the set of available registers.

In this paper, we consider the most common constraints:
An instruction dictates that an operand has to be in a spe-
cific subset of registers, a register class. Such constraints of-
ten occur in calling conventions of the ABI. Each argument
to a function call has to be put into a dedicated register.

Figure 2 illustrates how this constraint is modeled using
negative affinities. In Figure 2a, b↑{R1,R3} states that the
corresponding operand that uses b is constrained to a register
class made of registers R1 and R3. If, for some reason, b is
assigned toR2 then some shuffle code has to be inserted prior
to (and after) the constrained instruction to copy b to (and
respectively from) either R1 or R3, as shown in Figure 2b.

As shown in Figure 2c, an affinity of weight −2w between
b and R2 indicates that assigning b to R2 will require at least
two repairing copies around the constrained instruction.

2.2 Strategies
We have integrated support for negative affinities into the

IRC graph-coloring register allocator by George and Ap-
pel [20]. The original IRC implementation performs spilling
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R1 R2

R3

−2w

a b

with repairing

(b) Allocated code(a) Initial code

graph

(c) Interference

a, b = ...

... = a, b

R1, R2 = ...

... = R1, R2

(R3) = (R2)

... = b↑{R1,R3}

(R2) = (R3)

... = R3

Figure 2: If a and b are respectively allocated to R1

and R2 some repairing code is inserted. The affinities
in the interference graph model this cost.

and coalescing together; as our compiler uses a decoupled
approach, and a different spilling algorithm, we have imple-
mented a stripped-down version of IRC that does not per-
form spilling. Specifically, we omit the potential spill, select,
and actual spill stages from their algorithm (see Figure 5
in [20]). Within this algorithm, we propose three different
strategies to handle negative affinities.

The IRC algorithm and its stripped-down version itera-
tively transform the graph by merging (coalescing) some
affinity related nodes. They also remove nodes of low degree
that are not affinity related (simplification). Every simpli-
fied node is pushed onto a stack. This is the coalescing,
simplification phase. When all nodes are simplified it pops
nodes from the stack and assigns a color. This is the color
phase.

The coalescing process uses an ordered (by decreasing
weight) work-list of affinities (worklistMoves in [20]). For
each affinity the algorithm checks by simple rules (namely
Brigg’s & George’s) to see if the two nodes can be coalesced
conservatively (i.e. will not constrain too much the color-
ing). If it can, it merges the nodes, otherwise, put the affin-
ity in some other lists. Optimistically, a judicious choice of
color still has the possibility to satisfy some or all of the non-
coalesced affinities when it is later popped from the stack
and assigned a color; this is called biased coloring, as dis-
cussed by Briggs et al. [12].

The three strategies for dealing with negative affinities are
illustrated in Figure 3; each strategy is discussed in detail
in the following three subsections.

Freeze Adding negative affinities in the graph and letting
the IRC to cope with it is definitely a bad idea as, even if
the weight of an affinity is negative, it will try to satisfy
it, in other words merge the two corresponding nodes. The
first technique we present avoids this behavior by freezing
all negative affinities, therefore ignoring them during the
coalescing phase. The biased coloring [12] approach of the
color assignment phase is modified to take negative affinities
into account.

Dummy Nodes The second technique consists in trans-
forming a graph with negative affinities into an equivalent
graph with only positive affinities. Every negative affinity
(x, y) of weight w is replaced by a sequence of an interfer-
ence edge (x, xy), with a new vertex xy called a dummy node,
which does not correspond to an actual variable in the pro-
gram, and a positive-weighted affinity (xy, y) of weight w.

Conservative Interference The basic idea of this third
technique is to conservatively replace a negative affinity edge

(x, y) with an interference edge, when doing so does not af-
fect the colorability of the interference graph. Recall that
the work-list is sorted using affinity weight. Our first mod-
ification consists in considering the absolute value of the
weights in this sorting. Then when an affinity is popped
from the work-list, this affinity might be a negative affin-
ity. If positive, the code is unchanged: the conservative
coalescing tests are performed and if successful the two cor-
responding nodes are merged. If negative, we run instead
a conservative rule for checking if the negative affinity can
by conservatively (regarding the graph colorability) replaced
by an interference. If the test is successful the interference
is actually added, the degrees of the corresponding nodes
updated, and their position in the many work-lists handled
by IRC updated also.

The rule can be stated as follow: let K be the number of
available registers. Let (u,R) be a negative affinity between
a regular vertex u and a pre-colored vertex R; we can replace
(u,R) with an interference edge if, afterwards, u has at most
K − 1 neighbors of degree at least K.

−w
Freeze

a ba b

Conservative

−w

ba

Dummy nodes
Freeze

Safe to add
interference?

Add a
node

w

a bab

Figure 3: Strategies to deal with negative affinities.

2.3 Repairing Code
When coloring is over, repairing code has to be inserted

for each negative affinities that have been satisfied. Repair-
ing can be understood as an allocation problem restricted
to a very small region around the constrained instruction.
Consider the example of Figure 4 once variables a, and c
have been assigned register R1, and R2. Since the alloca-
tion does not satisfy the constraint for the definition of c,
all live ranges are split just before and after this instruc-
tion. Additionally any live-through variable used in a con-
strained operand, such as a in Figure 4, is duplicated. One
of the copy (here a′) is used (and constrained) in the use
operand, the other one (here a′′) is live-through and poten-
tially constrained by the def operand. Moreover, for each
variable whose constrained subset is a singleton, we directly
replace this variable by the related register. We end up with
a classical allocation problem where copies are affinities to
be satisfied and interferences link nodes that cannot share
the same register. The corresponding interference graph is
represented in Figure 4c. We have represented affinities be-
tween interfering nodes, that could obviously not be satis-
fied. Here a′ has to be allocated to R2 leading to the final
code with a copy R2 = R1 before the instruction and a swap
of R1 and R2 after. In practice, the allocation problem be-
ing very local, the interference graph is not actually built.
A greedy ad-hoc heuristic is designed instead.
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After repairing, like for every approaches that use the par-
allel copies [1, 28, 10], we sequentialize them using swap,
moves and xor operations [21].

... = R1, R2

R1 = ...

(b) Repairing code

(a′, a′′) = (R1, R1)

R1 = a′↑{R1,R3}

(R1, R2) = (a′′, R1)

(c) Repairing IG

R2R1 w

2w
w

a′′ a′

R3

(a) Initial code

... = a, c

a = ...

c↑{R1} = a↑{R1,R3}

Figure 4: a, c have been allocated to R1, R2. Some
parallel copies are introduced to repair the inconsis-
tency. The new local variables a′ and a′′ have to be
allocated. The corresponding interference graph.

3. TREESCAN
In the general graph-coloring setting, the minimum num-

ber of registers needed for a coloring of the graph might very
well exceed the maximum register pressure of the program.
Recent results on SSA-based register allocation show [5, 13,
22] that if the program is in SSA form, its register demand
equals its maximum register pressure. This allows for decou-
pling spilling and register assignment: once the maximum
register pressure in the program is lowered to the number of
available registers, a treescan algorithm manages to assign
registers without causing further spills.

To this end, the treescan algorithm traverses the domi-
nator tree in pre-order, while processing the definitions and
uses of variables in a manner similar to linear scan register
allocation [29]. However, in contrast to the original linear-
scan algorithm, treescan does not overapproximate the live
ranges of variables by intervals but uses precise liveness in-
formation.

Spilling techniques [9, 21] for SSA programs are not in
the scope of this paper; We assume that spilling has already
been performed and the register pressure is nowhere larger
than the number of registers.

3.1 The Basic Algorithm
The control flow graph (CFG) is processed in reverse post

order (in general dominance-preserving order works). Each
basic block is traversed from top to bottom. We maintain a
bitset of occupied registers that is set to the registers used
by the variables that are live-in at the block. However, we do
not need to compute liveness for this: in SSA, if a variable is
live-in at a block that variable is also live-out of the block’s
immediate dominator (which we already processed). Hence,
we can just copy the occupancy set at the end of the block’s
immediate dominator and test which of those variables are
live-in. When we encounter the definition of a variable, we
assign it the next free color. When we encounter a death
point (the variable dies after this program point) of a vari-
able, we release its color. Instead of performing classical
liveness analysis to find the death points, we make use of
the fast liveness check by Boissinot et al. [4]. The pseudo
code of this algorithm is given in Figure 5.
φ-functions, which are conditional parallel copy opera-

tions, require special treatment. The use of each operand is

processed at the end of the basic block preceding the block
containing the φ-function. The variable defined by the φ-
function is processed at the start of the basic block contain-
ing it. After assigning colors to these variables, it may be
necessary to insert shuffle code to realize these parallel copy
operations (details can be found in [21]).

- block.allocatedVariables.colors

for block in region.RPO.blocks:
# initialize used colors from immediate dominator
block.allocatedVariables = block.idom.allocatedVariables
# remove dead variables
for v in block.allocatedVariables if v is not block.livein:

block.allocatedVariables -= v
# initialize available colors
availableColors = allocatableColors

for inst in block.insts:
# release last uses colors
for u in inst.uses if u is not inst.liveout:

availableColors += u.color
block.allocatedVariables -= u

# assign definitions
for d in inst.defs:

d.color = availableColors.first
availableColors -= d.color
block.allocatedVariables += d

# release dead definitions colors
for d in inst.defs if d is not inst.liveout:

availableColors += d.color
block.allocatedVariables -= d

Figure 5: Basic treescan algorithm.

3.2 Repairing
Next, we describe how the treescan algorithm can be ex-

tended to obey register constraints by repairing. The prin-
ciple is similar to what we discussed in Section 2.3. How-
ever, since treescan works directly on the code and not on
an abstraction like the interference graph, we can perform
repairing more intelligently within a basic block.

Each variable is assigned one global color. This is the
color that the variable has across basic blocks. Local to a
basic block, we permit the variable to change its color to
fulfill potential constraints. However, we always make sure
that at the end of each block, every variable is in its global
register.

Repairing at a constrained instruction When we en-
counter a constraint-imposing instruction during the trees-
can, we check, if all operands are in the appropriate registers
to satisfy the constraints. If this is not the case, a parallel
copy is inserted in front of the instruction that shuffles the
registers appropriately. Behind the instruction we do not
immediately restore the variables back to their global col-
ors. We delay the restoring parallel copy for several reasons
(see below). Thus, inside a block, a variable can be in a
register other than its global one. In more detail, the basic
algorithm as presented above needs to be modified in the
following two aspects.

Selecting a color for a variable Repairing affects the
color choice in several ways. Consider the situation that
we select the global color of some variable v. This happens
exactly at the definition of that variable. The color to choose
must be different from the global colors used by interfering
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variables. Hence, the global color for v has to be taken
from the free global colors. However, it might be that a free
global color is locally in use at v’s definition. This happens
because of repairing: Another variable took that color to
fulfill a certain constraint. In that case, we can temporarily
take another available local color and add v to the restoring
parallel copy later in the block. Besides these restrictions,
it is beneficial to apply color biasing techniques as detailed
in Section 4.

Restoring the global colors To enforce that every variable
is in its global color at the end of the block, we insert a
parallel copy. This parallel copy can be placed between the
last constrained instruction and the end of the block. Its
position is best chosen such that the number of registers to
shuffle is minimized. This is the latest point in the block
where a variable that deviated from its global color died.

4. BIASED COLORING
To this point, we presented how an SSA-based treescan al-

locator uses repairing to accommodate register constraints.
Repairing introduces shuffle code to move the contents of
variables to the needed registers. Usually, it is the task
of coalescing to remove this shuffle code by finding regis-
ter assignments that make them superfluous. However, co-
alescing is a hard problem (it is already NP-hard for SSA

programs without constraints [6]). Coalescing algorithms
that give good results (eliminate many copies) are complex
and too slow (see Section 6) in the Just-In-Time (JIT) con-
text. Hence, in this section, we present several heuristics
to bias the color choice of the treescan algorithm to give
move-related variables the same color in the first place. As
our experimental evaluation shows, these heuristics suffice
to waive the coalescing pass completely.

Hereafter, we quickly review the adoption of Mössenböck
and Wimmer’s register hints for treescan and present new
biasing approaches that we use in our treescan allocator.

Register hints This technique can be considered as a copy
propagation during the scan process. When assigning a color
to the result of a move or parallel copy, if the color of the
argument is available, the algorithm takes it. We also ap-
ply this technique for φ-functions results. In a φ-function,
we have to chose among multiple source variables: one for
each incoming edge. We select the color with the highest
execution frequency (either determined by static analysis or
profile information) over all already allocated sources.

Aggressive pre-coalescing Before coloring, aggressive co-
alescing is performed without applying the results to the
program. An aggressive coalescing puts move-related vari-
ables into equivalence classes. In a classical graph-coloring
allocator, the live ranges of the variables in a class are fused.
We do not do so but use the classes to bias the coloring: each
equivalence class has a color. The color of a class is initially
unset and set as soon as a variable of the class is assigned
a register. When assigning a color to a variable, treescan
checks if the color of the class is available, if so, it takes it.
If not, it picks a different color (based on the other heuris-
tics presented here) and updates the class’ color. Boissinot
et al. [3] and Budimlić et al. [14] show how the SSA prop-
erties can be exploited to perform aggressive coalescing on
SSA without building an interference graph.

Caller saved registers This technique tries to put vari-
ables that are live across a call site into registers that are

saved by the callee. Thus, it tries to avoid caller-saved reg-
isters for these variables. The fast liveness check method
used by the original treescan algorithm does not help here,
because we want to know at the definition of the variable
whether that variable is live across a call. In that case we
would need to test every call site dominated by the vari-
able’s definition. Thus, when using the caller-saved heuris-
tics, we resort to a classic liveness analysis. If aggressive
pre-coalescing is used as well, the across-a-call information
is also propagated to the equivalence classes.

Round robin assignment The usual choice for a fresh reg-
ister is to take the first available color, usually in the order
of the bit set that tracks the registers in use. However, this
paradigm usually leads to an unequal distribution of the col-
ors used. Freed registers are immediately reused by the vari-
able defined next. Hence, some registers are more frequently
used than other ones. This can decrease the chance that a
move-related variable can reside in the same register. Con-
sider the example in Figure 6. The result of the φ-function
c is colored before its operand a. The variable d interferes
with a. Hence, assigning the register of the class {a, b, c}
to d is bad because a cannot get it anymore. With the clas-
sic allocation strategy this might easily be the case. How-
ever, using round robin, the register of c will only be reused
after K definitions, where K is the number of available regis-
ters. This increases the chances that c’s register is available
for a. Round robin assignment also has a positive effect
on post-allocation scheduling because it decreases the local-
ity of false dependencies. Thus, a post-allocation scheduler
might have more freedom to reorder the instructions while
keeping the register allocation.

c = φ(a, b)
· · · = c
. . .
d = . . .
. . .
a = . . .
· · · = call
. . .

a) Initial code b) Classical color
choice

. . .

. . .

· · · = call
. . .

· · · = R1

R2 = . . .

c) Round robin

R1 = φ(a,R1)

. . .

. . .

· · · = call
. . .

· · · = R1

R1 = . . .

R1 = φ(a,R1)

a = . . . a = . . .

Figure 6: Benefits of round robin on the color choice.
Classical color choice reuses c’s color for d and blocks
the usage of that color for a. Round robin increases
the chances that c’s color will be available at a’s
definition.

Move related To further increase the chance for move-
related variables to get “their” color (the one of their equiv-
alence class), we divide the register file into two parts: The
first part is reserved for move-related variables and is only
used by non-move-related variables if registers of the second
part are exhausted. Inside the move-related part, we use
round robin to assign registers. The division ratio is a pa-
rameter; in our experiments, we divided the register file into
two equally-sized halves.

49



5. RELATED WORK
Graph coloring and register constraints Chaitin et al.
graph coloring [16] showed that for every undirected graph
there is a program that has this graph as its interference
graph. In this situation, there is no interest in properties
of the graph’s structure. Thus, register constraints were
represented as interferences.

More recently, it was shown that the interference graphs
of SSA-form programs are chordal, which allows for opti-
mal coloring in polynomial time [5, 13, 22]. However, if
one takes register constraints into account, coloring is no
longer polynomial. Thus, early SSA-based allocators [22]
used premature live range splitting in front of constrained
instructions as well. Moreover, Odaira et al. [25] show that
live range splitting incurve an overhead of 20% on average
in the compile time of IRC.

Scan approaches The idea of linear-scan register alloca-
tion goes back to Traub et al. [33] and Poletto and Sarkar [29].
Allocation is done with a linear scan over the assembly code.
Poletto and Sarkar do not take control flow into account and
over-approximate the live range of a variable by an interval
on the linearized assembly code. Thus, variables might oc-
cupy a register where they are not live and might provoke
unnecessary spill code. This method is simple and fast, but
gives worse results than standard graph-coloring approaches.
Traub et al. perform liveness analysis before and allow for
holes in the intervals to avoid the over-approximation of live
ranges.

Mössenböck and Pfeiffer [24] proposed a modification of
the original linear scan to work on SSA. Unlike our treescan,
they do not take advantage of SSA properties to allow for
an optimal register assignment. Like Traub et al., their live
ranges have holes.

Mössenböck and Wimmer [35] further improved linear scan.
In particular, they improved spill code placement and added
on demand live range splitting to avoid spilling in some con-
text. In 2007, Sarkar and Barik [31] extended the linear-
scan. They explicitly split at basic block boundaries to
avoid spilling and to handle register constraints at the cost
of shuffle code. In our setting, the program is in SSA. Thus,
introducing live range splits in addition to φ-functions will
not save any further spills [22]. In 2009, Rong [30] proposed
the tree register allocation, which generalizes linear scan ap-
proaches. However, this algorithm needs global liveness in-
formation, in particular for the handling of pre-colored con-
straints. In 2010, Wimmer and Franz [34] pointed out the
interest of relying on SSA to deal with liveness in linear-
scan. Finally, the same year, Braun et al. [10] proposed a
preference guided register allocator. Like our treescan, it
works on SSA. But unlike our approach, it processes the
program using a linear ordering of the basic blocks. This
ordering is defined by a complete cover of the program by
traces. Moreover, it has to insert shuffle code at join point if
all predecessors have not been proceeded, using φ-functions.
Regarding coloring, it uses a new bias technique, the pref-
erence sets, that gives the liked and disliked colors for each
variables. Overall, the preference guided allocator is more
complex than our approach.

Coalescings In graph-coloring register allocation, many
different coalescing techniques have been developed. They
fall into three categories: aggressive, conservative, and op-
timistic coalescing. Aggressive coalescing removes as many

copies as possible, regardless of the colorability of the inter-
ference graph [15]. While it removes many copies, it may
also increase the register demand of the program which po-
tentially causes spilling. Since we never want to trade a spill
for a copy, aggressive coalescing has to be used with caution.
Conservative coalescing uses conservative tests [12, 20, 12,
20, 5, 8] that ensure that the chromatic number of the graph
is not increased, before a copy is coalesced. Optimistic co-
alescing uses aggressive coalescing and de-coalescing if the
k-colorability was violated [26, 27].

Biased coloring tries to remove copies by giving the source
and the target of the move the same color in the first place.
Chow and Hennessy rely on copy propagation to remove
moves [17] in the priority-based allocator. Briggs et al. in-
tegrate biased coloring into graph-coloring allocation [12].
Mössenböck and Wimmer [35] use “register hints” in their
linear-scan allocator to propagate copy information to the
definition points of the variables. They gave also a technique
based on register next use distances to assign caller-saved
registers to local temporaries.

6. EXPERIMENTS
The algorithms described earlier in the paper were imple-

mented in the back end of a production compiler developed
by our industrial partner, STMicroelectronics for their com-
mercial media processor based on the Lx architecture [18].
This static C compiler uses Open Source Version of the SGI
Pro64 Compiler [19] (OPEN64) as the code generator, Lin-
ear Assembly Optimizer (LAO) as the register allocator, and
OPEN64 for post-allocation optimization and assembly code
emission. LAO can be used both in a static and dynamic
compilation context. While the funding of those develop-
ments was motivated by dynamic compilation constraints,
the industrial partner does not provide us with access to the
dynamic compilation tool-chain. The target processor is 4-
issue VLIW with 32 general-purpose registers, 8 of which are
callee-save. Compared to IA32, for example, the [18] has rel-
atively few register constraints. That being said, our results
show significant improvements compared to allocators that
do not effectively handle register constraints; consequently,
the disparity is likely to be even greater in our favor for
target architectures with more constraints.

Our experiments use a decoupled register allocation ap-
proach. The spilling algorithms used is described in [21];
the purpose of the experiments is to compare coalescers.

Our experiments use a subset of the Spec CINT2000 bench-
marks; our compiler cannot handle eon, which is written in
C++, and gcc, which requires a frame pointer that our com-
piler does not support.

6.1 Graph Coloring and Repairing
These experiments establish the efficacy of our approach

to repairing on five different coalescing configurations:

• IRC: The IRC algorithm without live range splitting,
but no repairing; this algorithm is not guaranteed to
find a k-coloring of the interference graph, so it is al-
lowed to spill, when necessary.

• Split: The IRC algorithm with live range splitting, but
no repairing.

• Freeze, Conservative, and Dummy Nodes: The IRC algo-
rithm without live range splitting but with repairing
implemented as described in Section 2.2.
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Figure 7 reports the normalized execution time of each
benchmark, while Figure 8 reports the normalized number
of vertices and number of edges of the interference graph for
each benchmark. These numbers are geometric means over
all functions of the benchmarks, because of the large num-
ber of functions that were compiled overall. The baseline
approaches are IRC and Split. Between the two, Split pro-
duces better quality code (Figure 7), but with a noticeable
increase in the size of the interference graph (Figure 8); in
its favor, Split is the only existing technique that can deal
with register constraints in a decoupled register allocation
context. Our goal is to identify a coalescer that achieves the
code quality of Split but without increasing the size of the
interference graph.
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Figure 7: Execution time of generated code, normal-
ized to IRC. Lower is better. In all but a handful of
cases, the different repairing strategies reduced the
execution time.

We compare IRC and Split against three approaches to
handle negative affinities:

Dummy nodes is the naive approach to extend graph col-
oring to deal with negative affinities. It represents neg-
ative affinities using dummy nodes; as shown in Figure
7, this approach produces good quality code, but the
dummy nodes that are added significantly increase the
size of the interference graph; although Dummy Nodes

is not shown in Figure 7, its interference graphs are
larger than Split in virtually all instances. For this
reason, we do not consider Dummy Nodes to be a real-
istic approach.

Freeze only considers negative affinities during the biased
coloring phase as the end. As shown in Figure 7, the
quality of code generated by Freeze in inferior to that of
Split, Dummy Nodes, or Conservative. In terms of inter-
ference graph size, Freeze is comparable to IRC (Figure
8); the difference in size (due to a small number of
negative-weighted affinity edges) is negligible, and is
not shown in Figure 8.

Conservative converts negative affinities into interference
edges using criteria similar to conservative coalescing.
The quality of code generated by Conservative is com-
parable to Split, Dummy Nodes, and Freeze (Figure 7),
while the size of the interference graph is comparable
to that of IRC, and is not shown in Figure 8. Among
the three negative-affinity-based coalescers considered
here, Conservative is the only one to achieve the code
quality of Split with an interference graph size compa-
rable to IRC.
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Figure 8: The normalized number of vertices and
interference edges in the interference graph for each
benchmark. IRC, Freeze, and Conservative have the
same interference graph sizes, while Split’s interfer-
ence graphs are noticeably larger. Dummy nodes
is not a realistic solution, so we do not report its
interference graph sizes, which would be large.

6.2 Treescan
This section evaluates the allocation time, i.e. the com-

pile time dedicated to register allocation, and the number of
copy operations that execute dynamically when coalescing
is performed by the Treescan algorithm with different biased
color assignment techniques, as discussed in Section 4.

6.2.1 Allocation Time
Figure 9 reports the normalized compile time of the dif-

ferent color assignment approaches. The compile times re-
ported include all memory allocation/deallocation, struc-
ture initialization/destruction, and liveness analysis; how-
ever, they do not include the time required to translate out
of SSA, which is not part of the coloring process. The re-
ported runtime for each benchmark is the sum taken over
all functions.

As expected, the introduction of Register Hints to bias the
color assignment process during the treescan incurs a small
average overhead of 1%, while Round Robin color assignment
incurs an average overhead of 5%. Pre-coalescing comes at a
higher price, 12% overhead for the Web strategy [14] and 31%
for Aggressive coalescing [3]; Move Related coalescing costs an
additional 6%. The most expensive technique, however, is
Caller, whose overhead is 80%; this overhead is due to the
data flow analysis required to compute liveness information
and a traversal of the CFG to identify variables that are live
across calls. Lastly, as a comparison point, we also report the
allocation time of the treescan with a Split strategy, where
all live ranges are split prior to constrained instructions [21];
the overhead of this technique is 76%, comparable to Caller.

On average, the baseline treescan runs 6.97 times faster
than IRC, which respectively represents 5% and 38% of the
whole compile time; in contrast, even the slowest-running
variant of treescan has a runtime of less than 2 times than of
the baseline version. For a JIT compiler, it is quite clear that
treescan runs much more efficiently than register allocation
based on graph coloring; next, we look at the quality of the
code generated by the coalescers.

Note that by adding the techniques overhead, you get the
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allocation time of the related composed method. For in-
stance, caller plus web have composed overhead of (1.8 −
1) + (1.11 − 1) = 0.91 on average. Thus, this composed
method is 1.91 times slower than the baseline.
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Figure 9: Treescan allocation time with biased coa-
lescing. Lower is better.

6.2.2 Number of Dynamically Executed Copies
Figure 10 reports the number of dynamically executed

copy operations that result from different combinations of
color assignment enhancements to the treescan algorithm.
We profiled each application to find the number of times each
basic block executed [2]; for each copy operation occurring
in basic block b, we use the profiling weight assigned to b
to estimate the number of times the copy executes. This
metric is architecture agnostic, as it ignores, for example, the
possibility to hide the copies by scheduling them in parallel
with one another or with other operations, or to schedule
them in a branch delay slot. In Figure 10, we normalized
the number of dynamically executed moves to the treescan
implementation using register hints (H), as we consider this
to be the most realistic baseline implementation for treescan,
due to its low runtime overhead. Due to the large number of
tested configurations, we only report the geometric means
over all benchmarks.

The impact of the caller heuristic (HC) in isolation is
minimal: the compiler inserts less repairing code, but fewer
copies are coalesced. In many cases, two move-related vari-
ables cannot be coalesced because one crosses a call and the
other does not; as we will see, the caller heuristic becomes
more effective when combined with better coalescers.

Round-robin (HR) increases the number of dynamically
executed copies by 21% because it always chooses the first
available register; thus, it has a tendency to assign variables
whose lifetimes cross procedure calls to caller-saved regis-
ters. Moreover, round-robin does not have any information
about future uses of variables, e.g., as operands of φs; con-
sequently, the likelihood of eliminating the copies that re-
sult during SSA destruction is quite low. When combining
round-round with caller (HCR) the negative impact is re-
duced from 21% to 16%.

The techniques that employ pre-coalescing (HW, HA) per-
form quite well; web and aggressive strategies respectively
reduce the number of dynamically executed copies by 13%
and 14%. When combined with round-robin (HAR) and
move-related (HAM), the negative impacts observed for the
round-robin strategy, as described above, manifest them-

selves, but in a more limited fashion, as the pre-coalescer
gives a better guide for assigning registers.

Combining the pre-coalescer and caller heuristic (HAC) is
beneficial, because variables that are move-related to oth-
ers that cross procedure call boundaries are biased using
callee-saved registers; compared to H and HAC reduces the
number of dynamically executed copies by 20%. Augment-
ing HAC with the round-robin strategy (HARC) achieves an
additional 2% improvement. Similarly, combining the move-
related heuristic with the caller heuristic and a pre-coalescer
(HACM) achieves a 23% improvement.

Lastly, we wish to establish that pre-splitting is not nec-
essary when using repairing; the best result achieved with
pre-splitting (HARCS) reduces the number of dynamically
executed copies by 24%, which is just a 1% improvement
over HARC; in our opinion, the impact of pre-splitting on
allocation time does not justify a 1% reduction in the num-
ber of dynamically executed copies in our JIT compiler.
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Figure 10: Geometric means of dynamic number of
moves. Lower is better. Letters stand for the mix
of the following configurations. H: Hints; R: Round-
robin; C: Caller; M: Move related; A: Aggressive;
W: Web; S: Split.

6.2.3 Run Time Performance
We compare the quality of the code generated by trees-

can using the different biasing techniques against the IRC

algorithm. Figure 11 reports these results. The numbers
can be compared to the results shown in Figure 7, since the
base (IRC) is the same. Here too, because of the amount of
configurations, we only give the geometric means.

First, all programs compiled with treescan are always as
fast as their counterparts compiled with IRC. Although
treescan is approximately seven times faster in allocation
time than IRC.

The base treescan with register hints (H) generates code
that is 1% faster than IRC. More surprisingly, with the ad-
ditional caller heuristic (HC), code is as fast as the IRC.
This is because of the VLIW processor we use for evalua-
tion. When the caller heuristic is not active, repairing often
occurs at call sites. However, at call sites there are usually
enough free slots in the VLIW bundles to hide the repair-
ing code. Hence, this repairing code comes for free. If the
caller heuristic is active, the repairing move instructions oc-
cur at different places where they are no longer easy to hide
because of saturated VLIW bundles.

Round-robin (HR) gives an additional percent of improve-
ment. This benefit comes from the additional freedom for
the post scheduler. On our machine, post scheduling is very
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important because it places moves, spills, and reloads in un-
used slots of near bundles.

Using a pre-coalescing approach (HW, HA), treescan achieves
4% of improvement. This is almost as good as IRC with split-
ting shown in Figure 7. Combining these approaches with
round robin (HAR) or caller heuristics (HAC), treescan gets
an additional percent of improvements and is as good as the
best graph coloring algorithms reported here. We achieve
an additional percent by combining pre coalescing, the caller
heuristic, and round robin (HARC, HACM).
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Figure 11: Geometric means of execution time of
generated code. Lower is better. First, column,
IRC, iterated register coalescing, other columns see
caption of figure 10.

In summary, we draw the following conclusions: Regis-
ter hints should be always used. Then, if there is a post-
scheduling phase, round robin should be applied. Although
it does not help coalescing, the post scheduler has more free-
dom and can hide more shuffle code in empty slots. On the
other hand, it might increase the number of moves a lit-
tle bit. Here, the choice has to be made dependent on the
architecture. On our machine and our benchmarks, there
were enough empty slots in the VLIW bundles to hide those
additional moves. The benefit from relaxed post scheduling
outweighed those extra copies.

Pre-coalescing has a non-negligible overhead but gives very
good results and can improve other heuristics, too. This is
the main source of treescan’s performance gain. The caller
heuristic is quite expensive and gives bad results if used
alone. It should be avoided, unless pre-coalescing is enabled.
Together, they are more powerful in avoiding caller-saved
registers for move-related variables that are live across calls.
We show that splitting before coloring does not give any
benefits in terms of run time. As it increases allocation time
significantly, it should be avoided in the JIT context.

7. CONCLUSION
This paper has introduced repairing to handle register

constraints during register coalescing. Repairing has been
shown to be compatible with graph coloring-based coalescers
and a new type of SSA-based coalescer called a treescan, that
does not build an interference graph and improves signifi-
cantly upon past linear scan allocators. Our evaluation has
shown that a graph coloring coalescer that employs repairing
can generate code whose quality is comparable to the most
effective prior techniques that handle register constraints,
but does so without enlarging any of the necessary auxil-
iary data structures. The treescan, moreover, runs more
efficiently than the graph coloring-based coalescer with re-

pairing because it does not require an interference graph,
while producing code of comparable quality. Consequently,
we believe that a decoupled register allocation approach that
uses two treescans, one for spilling, the other for coalescing,
is the most reasonable implementation choice for JIT com-
pilers.
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